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Abstract

Test-time reasoning for large language models (LLMs) often relies on external
process reward models (PRMs) or value estimators to guide search over intermedi-
ate reasoning states. However, learning such rewards from final outcomes poses a
challenging credit-assignment problem, and the reasoner’s own self-verification
may not reliably predict final-answer correctness. To address both challenges, we
propose AskR, which learns what fo ask to make the reasoner’s self-verification
more predictive of final correctness and thus more useful as an intrinsic reward.
Rather than learning an external PRM, AskR learns a sub-question policy that
structures reasoning into sequences of sub-questions and sub-answers (SubQAs),
exposing dense self-verification signals at each SubQA. By shaping which interme-
diate reasoning states are exposed, AskR makes the induced intrinsic reward more
predictive of final-answer correctness and therefore more useful for test-time opti-
mization. Across our benchmarks, AskR consistently improves over PRM-guided
reasoning under the same optimizer, by 7.12 points on average and up to 9.18 points
depending on the optimizer. In its strongest setting, AskR further outperforms
Reinforcement Learning with Verifiable Rewards (RLVR) on average, while using
only 5% and 17% as much training data as RLVR on text and visual reasoning
tasks, respectively. Our results suggest a new route to test-time reasoning: instead
of learning how to evaluate arbitrary reasoning states, learn which states to expose
so that the reasoner’s existing verification signal becomes useful. Project page:
https://rl-bandits-lab.github.io/AskR/.

1 Introduction

Recent advances (Lambert et al., 2024; Yue et al., 2025) in reinforcement learning with verifiable
rewards (RLVR) have substantially improved the reasoning ability of large language models (LLMs).
RLVR relies on externally verifiable final outcomes to reinforce successful reasoning trajectories, but
these gains require expensive post-training of the backbone. This motivates a complementary line
of work on test-time reasoning: improving solution quality by allocating additional computation at
inference time rather than modifying the model parameters (Andrieu et al., 2003; Snell et al., 2025).
Under this view, the central challenge is no longer how to train a stronger reasoner, but how to guide
a fixed reasoner toward trajectories that are more likely to end in correct final answers.

A natural test-time analogue of RLVR is to extend its QA-level verifiability to intermediate reasoning:
by structuring a reasoning trajectory as a sequence of sub-questions and sub-answers (SubQAs),
each SubQA becomes an intermediate QA unit at which a verification signal can be obtained. Such
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Figure 1: From learning intermediate values to learning what to ask. Left: Reward-guided
test-time reasoning can score intermediate reasoning states, but learning such scores from final-
answer correctness requires difficult credit assignment. Right: AskR instead structures reasoning
into SubQAs so that the fixed reasoner can self-verify intermediate states, yielding dense intrinsic
rewards that are more predictive of final correctness without training a separate PRM.

structured decomposition is also supported by prior work showing that sub-questioning can improve
multi-step reasoning (Radhakrishnan et al., 2023; Shridhar et al., 2022). Following this view, we
express a reasoning trajectory as a sequence of sub-questions and sub-answers (SubQAs), where each
SubQA exposes an intermediate point at which the fixed reasoner can be evaluated. This converts
the sparse outcome-reward view of RLVR into a sequence of dense intermediate signals that can
potentially guide test-time optimization. The key challenge is not merely exposing intermediate
states, but obtaining a reward over them that is predictive of final success.

Figure 1 contrasts two approaches to this problem. One possibility is to learn a process reward model
(PRM) or value model, to estimate the value of intermediate reasoning states (Snell et al., 2025; Wang
et al., 2025a; Puri et al., 2025; Wang et al., 2025c¢). Such dense supervision can guide test-time search,
but learning reliable intermediate values from final outcomes is intrinsically difficult: final-answer
correctness does not specify how credit should be assigned to individual states, and the same partial
trajectory may lead to different outcomes depending on how reasoning continues (Cinquin et al.,
2025; Pan et al., 2026; Wang et al., 2025a).

A second possibility is to use the reasoner’s own self-verification signal. Prior work has shown that
LLMSs can critique or verify their own outputs (Madaan et al., 2023; Weng et al., 2023; Miao et al.,
2024; Chen et al., 2025), making self-verification attractive as an intrinsic reward: it is available from
the reasoner itself and requires no separately trained reward model. Yet self-verification alone is
insufficient. A SubQA can be locally correct and confidently verified without making meaningful
progress toward the correct final answer. Thus, the quantity needed for test-time optimization is not
merely a signal of local correctness, but one that is predictive of final-answer correctness.

These two limitations suggest a different approach: rather than learning a better PRM, can we instead
learn which states to present to the self-verification procedure? More specifically, can we control
the sub-questions so that the reasoner’s existing self-verification signal becomes informative about
whether the overall trajectory will succeed? This leads to our central question:

Can we learn what to ask so that a reasoner’s self-verification becomes a reliable intrinsic
reward for test-time reasoning?

To this end, we propose AskR, a learned asker for reasoning that generates sub-questions so that the
reasoner’s own self-verification signals become useful intrinsic rewards. We refer to the resulting
reward-guided test-time reasoning pipeline as AskR-guided reasoning.

Given a problem, AskR structures reasoning into a sequence of SubQAs, exposing intermediate points
at which the fixed reasoner can self-verify its reasoning. Rather than training a separate SubQA-based
reward model, which would reintroduce the credit-assignment problem of assigning target values
to intermediate states, AskR keeps the backbone reasoner and self-verification procedure fixed and
learns only the SubQ generation policy using final-answer correctness. Importantly, AskR is not
trained simply to make the original problem easier. Instead, learning what to ask steers reasoning
toward SubQA trajectories where self-verification is more predictive of final correctness.



Table 1: Positioning AskR among related paradigms. AskR introduces learning to ask for
structuring reasoning into SubQAs and eliciting intrinsic rewards from the reasoner, enabling test-
time optimization without a separately trained reward model or updates to the reasoner backbone.

Paradigm Structu{'ed No Separate Te'st-fl‘im.e No Reasoner
Reasoning Reward Model Optimization Backbone Update
Model training or adaptation
Self-rewarded post-training (Yuan et al., - v - -
2024; Zhang et al., 2025b)
Joint reasoning—verification training - - v -
(Zhang et al., 2025a)
Test-time adaptation (Zuo et al., 2025; Wang — v v —
et al., 2026¢)
Frozen-backbone test-time reasoning
Verifier guidance (Lightman et al., 2024; — — v v
Wang et al., 2024a)
Prompted structured reasoning (Zhou et al., v v - v
2023; Wang et al., 2023a; Yao et al., 2023; Madaan
etal., 2023)
AskR (ours) v v v v

v characteristic of the paradigm; —: not a defining characteristic.

Our contributions are threefold:

* We formulate test-time reward elicitation as an internal analogue of RLVR: SubQA-
structured reasoning exposes dense verification points, but the resulting reward is useful
only when it is predictive of final correctness.

* We propose AskR, which avoids learning a general value model over arbitrary SubQA
states and instead learns a SubQ policy that makes the reasoner’s own self-verification a
correctness-aligned intrinsic reward.

* We show the effectiveness of AskR. AskR consistently outperforms PRM-guided reasoning
across different test-time optimizers, remains effective across model families, and transfers
across reasoner scales with a fixed learned AskR. With TMPC, AskR further outperforms
RLVR on average while requiring substantially less training data.

2 Related Work

Table 1 positions AskR among representative paradigms related to reasoning and test-time optimiza-
tion. The key distinction is that learning to ask allows AskR to structure reasoning into SubQAs and
elicit model-internal intrinsic rewards, enabling test-time optimization without training a separate
reward model or updating the reasoner backbone.

2.1 Reasoning with Reinforcement Learning and Verifiable Rewards

Reinforcement learning with verifiable rewards (RLVR) has emerged as a central paradigm for
improving LLM reasoning by optimizing task-level rewards derived from verifiable outcomes (Guo
et al., 2025; Shao et al., 2024). Recent work has studied how to scale this paradigm through
improved data construction and training strategies, including synthetic task generation (Lu et al.,
2026; Liao et al., 2025), abstraction discovery (Qu et al., 2026), and reinforcement-style pretraining
objectives (Hatamizadeh et al., 2026). Related approaches also let models generate their own training
rewards (Yuan et al., 2024; Zhang et al., 2025b), jointly train reasoning and verification (Zhang
et al., 2025a), or adapt model parameters directly on unlabeled test data (Zuo et al., 2025; Wang
et al., 2026¢). While these paradigms improve or adapt the reasoner itself, AskR keeps the reasoner
frozen and instead learns how to elicit a useful intrinsic reward for test-time reasoning. Table 1
summarizes these distinctions and positions AskR relative to training-based and frozen-backbone
reasoning paradigms.



2.2 Test-Time Reasoning and Verification

A broad line of work improves LLM reasoning at test time without updating model parameters.
Prompting-based methods elicit intermediate reasoning through chain-of-thought (Wei et al., 2022),
decomposition (Zhou et al., 2023; Wang et al., 2023a), or explicit search over candidate thoughts (Yao
et al., 2023). Other approaches use self-refinement (Madaan et al., 2023; Yang et al., 2023), self-
consistency (Wang et al., 2023b), or multi-agent deliberation (Du et al., 2024), while recent test-time
optimization frameworks such as TPO and TMPC iteratively refine or search over candidate responses
at inference time (Li et al., 2025; Wang et al., 2026a).

A closely related direction guides test-time search with externally learned process reward models,
outcome reward models, or value models (Lightman et al., 2024; Yuan et al., 2025; Li and Li,
2025; Wang et al., 2025a; Puri et al., 2025; Snell et al., 2025; Wang et al., 2025c). These methods
provide intermediate scores that can prioritize promising trajectories, but learning such scores requires
assigning value to intermediate reasoning states from downstream outcomes. This credit-assignment
problem becomes difficult over long horizons, and verifier errors can compound as search repeatedly
optimizes imperfect intermediate estimates (Cinquin et al., 2025; Pan et al., 2026). LLMs can
also critique, check, or verify their own outputs (Miao et al., 2024; Weng et al., 2023; Chen et al.,
2025), providing a model-internal alternative that requires no separately trained verifier. However,
self-verification alone need not indicate progress toward the correct final answer (Huang et al., 2024;
Chen et al., 2024a). AskR connects these directions by learning which intermediate states to elicit,
making the reasoner’s existing self-verification more predictive of final-answer correctness.

2.3 Question Answering and Socratic Scaffolding

This work also connects to a long tradition in cognitive science and education showing that self-
explanation and self-questioning can make intermediate reasoning explicit and support deeper
comprehension (Chi et al., 1989, 1994; King, 1989; Vygotsky, 1978), with Socratic questioning
framing reasoning as guided inquiry rather than direct answer production (Yang et al., 2005). Recent
NLP work has operationalized related ideas through question decomposition (Radhakrishnan et al.,
2023), Socratic sub-question generation (Shridhar et al., 2022), recursive self-questioning (Qi et al.,
2023), learned reasoning behaviors such as verification and backtracking (Gandhi et al., 2025), and
Socratic-style multimodal reasoning (Acuna et al., 2025).

AskR differs primarily in its objective.! Prior decomposition and Socratic methods use questions
primarily to improve reasoning or final answers directly, whereas AskR learns questions to elicit a
correctness-aligned intrinsic reward for test-time optimization.

3 Problem Formulation

We study reward-guided test-time reasoning for a fixed reasoner. Let D denote the underlying task
distribution, with Dy ain = {(4, y:)} Y, as the training set and D;.q; as the held-out evaluation set.
We assume access to an LLM reasoner my, whose parameters remain fixed throughout both training
and inference.

Given an input problem z, the reasoner produces a reasoning trajectory 7 = (s, Sa, .. ., ), where
each s; denotes an intermediate reasoning state. This notion is intentionally abstract: depending on
the reasoning format, a state may correspond to a step, a sentence, a partial thought, or any other
prefix-level unit over which reasoning operates. The trajectory 7 ultimately yields a final answer §(7)
through the reasoner 7y, whose correctness is determined by a verifier V(g,y) € {0,1}.

In this study, the goal is to learn a reward function rg from Dy;i, such that, when combined with
a test-time optimizer O, it guides the fixed reasoner 7y toward reasoning trajectories that are more
likely to yield correct final answers. Here, 7 assigns rewards at the level of individual reasoning
states or aggregated trajectories, depending on the optimizer and reasoning granularity. The optimizer
O may take different forms, such as best-of-/V (Lightman et al., 2024), tree search (Snell et al., 2025),

IDespite similar “learning to ask” terminology, interactive clarification methods (Wang et al., 2025b; Zhao et al., 2026;
Wang et al., 2026b) address a different setting: the model asks an external user or environment to obtain missing information
from an underspecified input. AskR instead asks internal sub-questions over a fixed problem and receives no additional task
information through interaction.
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Figure 2: Overview of AskR. AskR (red) is responsible only for generating sub-questions, while the
fixed reasoner (blue) produces sub-answers and self-verification scores. During training, the signed
final outcome reinforces high intrinsic reward on correct trajectories and penalizes it on incorrect
ones; at test time, this intrinsic reward guides test-time reasoning.

or trajectory optimization (Wang et al., 2026a; Li et al., 2025). It uses the learned reward to guide
inference over candidate trajectories produced by my. Formally, the quality of a learned reward is
measured by the final-answer correctness it induces under test-time optimization:

T = argrriix E(rp)~Dee [V(0(T*),y)], where 7% = O(z,14;m0). (1)

This formulation separates three roles: the backbone reasoner 7y generates candidate reasoning
trajectories, the learned reward 74 evaluates them, and the test-time optimizer O uses this reward to
guide test-time reasoning.

4 Method

Figure 2 summarizes AskR. AskR is the learned asker g4, responsible only for generating sub-
questions. The fixed reasoner 7y produces the corresponding sub-answers, final prediction, and
self-verification signals. During training, only g is optimized; at test time, both g4 and 7 are frozen,
and the elicited intrinsic reward guides an existing test-time optimizer.

4.1 Question Answering as Intrinsic Reward Elicitation

Given a problem z, AskR generates an ordered sequence of sub-questions

Q:(q1a7qK)a QNg¢(|J)), (2)
where ¢; denotes the ¢-th generated sub-question, K is the number of sub-questions in the sampled
sequence, and gy is the learned AskR policy. Conditioned on these questions, the fixed reasoner 7y
produces the corresponding sub-answers and final prediction in a structured response, which we write
autoregressively as:

A= (a1,...,ax) ~m(- | z,Q), g~me(-|z,Q,A), 3)

where a, is the reasoner’s answer to g;, and g is the final prediction synthesized from the resulting
SubQA sequence.

This instantiates the abstract trajectory in Eq. 1 as 7 = ((q1,a1),. .., (qk,ax)), with state s, =
(g¢, ar). Given the complete trajectory 7, the same frozen reasoner 7y is queried with a fixed self-
verification prompt, denoted by fyer, Which jointly produces (v1,...,vK)  fyer(z,T), where

v € {0, 1} indicates whether the corresponding SubQA is judged correct.



We aggregate these binary verification signals into the trajectory-level intrinsic reward

| K
re(x,7) = 7 th. )
t=1

Although the self-verification procedure is fixed, we write r4 to emphasize that the elicited reward
depends on ¢ through the SubQA trajectory induced by g; for a fixed trajectory 7, the self-verification
procedure has no learnable parameters. The key challenge is that self-verification measures SubQA-
level correctness: a high self-verification score need not imply progress toward the correct final
answer. AskR therefore learns the SubQ generation policy so that the aggregate self-verification
signal becomes more predictive of final-answer correctness.

4.2 Learning to Ask for Correctness-Aligned Intrinsic Rewards

AskR receives no ground-truth supervision on the sub-questions or individual SubQAs; its only
ground-truth supervision is final-answer correctness.

Correctness-aligned training reward. For a training example (z, y), a sampled Q induces tra-
jectory 7 and final answer 3. Let V(¢,y) € {0, 1} denote final-answer correctness, and define the
signed outcome ¢(y,y) = 2V(y,y) — 1 € {—1,+1}. Our central training reward is

‘ Ry(z,y,7) = c(9,y) re(x,T) ‘ 5)

For a trajectory yielding a correct final answer, high intrinsic reward is reinforced; for one yielding
an incorrect final answer, the same high intrinsic reward is explicitly penalized.

AskR is therefore not trained merely to maximize self-verification. Instead, maximizing Ry learns
which SubQA trajectories to elicit so that high intrinsic reward is associated with correct final
answers and suppressed on incorrect ones, making the fixed self-verification signal predictive of final
correctness without SubQA-level target values.

Optimizing AskR. We optimize the AskR policy g4 with Group Relative Policy Optimization
(GRPO) (Shao et al., 2024). For each training example (z,y), the rollout policy g4, samples a

group of G questioning sequences {Qi}?:p where Q; = (¢i 1, - . -, i, kx;) contains K; sub-questions.
Each Q; induces a SubQA trajectory 7;, final prediction ¢;, and sequence-level reward

Ri = R¢>($7ZU»7E‘) = c(yA%y) r¢($77-i)~

We normalize rewards within the group to obtain

R —p 1< 1 g
A= R :—§R4 2:—5 R; — 2 6
i or+0 , KR Gj:1 7 OR szl( j UR) s (6)
where § > 0 is a small constant for numerical stability. Let o, = (0; 1, .. .,0; 1) denote the token

sequence realizing Q,, with length ;. AskR is updated at the token level using the GRPO clipped
objective
1 G L
Laar(d) = —E | =5——> > min(p; ¢ A, clip(pi ) 4| , @)
> i Li i =1

where

_ 9s(0ie | T, 05 <r)
Pie =
9pora (00 | 7,06 <1)
is the token-level importance ratio. Here, ¢ indexes tokens in the AskR output, whereas K; indexes
SubQs in the structured questioning sequence. Thus, SubQA-level self-verification determines
the sequence-level reward and advantage, while GRPO updates AskR through token-level policy
likelihoods. Exact optimization hyperparameters and clipping details are provided in Appendix E.3.4.

(®)



4.3 Using Correctness-Aligned Intrinsic Rewards at Test Time

At test time, both g4 and 7y are frozen. For a problem x, AskR generates the SubQ sequence Q,
and the fixed reasoner produces the corresponding SubQA trajectory 7. The trajectory is scored by
re(x, 7) using Eq. 4. The task verifier VV used during training is no longer required; the test-time
optimizer directly uses the elicited reward: 7* = O(x, ry; mg) which instantiates Eq. 1.

5 Experiments

5.1 Experimental Setup

Benchmarks. We report main results on three language-only reasoning benchmarks, MMLU-
Pro (Wang et al., 2024b), LAB-Bench (Laurent et al., 2024), and SciEval (Sun et al., 2024), and three
vision-language reasoning benchmarks, V* Bench (Wu and Xie, 2024), MMStar (Chen et al., 2024b),
and CV-Bench (Tong et al., 2024). Details of the benchmark composition are in Appendix D.

Model Backbones. We use Qwen2.5-7B-Instruct (Qwen et al., 2025) as the backbone
reasoner for language-only experiments and Qwen?2 . 5-VL-7B-Instruct (Bai et al., 2025) for
vision-language experiments. The backbone reasoner is frozen for all test-time methods.

Baselines and Test-Time Optimization Methods. We compare four categories of methods:
prompting-based methods (CoT (Wei et al., 2022), ToT (Yao et al., 2023), Least-to-Most (Zhou
et al., 2023), Self-Refine (Madaan et al., 2023)), AskR-guided test-time reasoning, PRM-guided
test-time reasoning, and value-model-guided test-time reasoning. For AskR and PRM rewards, we
instantiate three optimizers: Best-of-N (BoN), TPO (Li et al., 2025), and TMPC (Wang et al., 2026a).
We report value-model-guided search using VGS (Wang et al., 2025a) and PF (Puri et al., 2025),
since value models represent a different form of external guidance from process reward models.
We further compare against RLVR as a training-based baseline. For a fair comparison, we use the
same candidate-generation budget (i.e., search budget) across methods. Implementation details and
token-accuracy analysis are provided in Appendix E and Appendix C, respectively.

Training Setup and Evaluation. For language-only experiments, AskR is trained with GRPO
on 5K STEM and verifiable mathematics examples from SYNTHETIC-1 (Mattern et al., 2025).
For vision-language experiments, AskR is trained with GRPO on 5K verifiable examples from
LONGPERCEPTUALTHOUGHTS (Liao et al., 2025). In both settings, AskR is trained without step-
wise question labels or gold sub-question decompositions; it only observes final-answer correctness.
For RLVR comparison, the language-only baseline is first supervised fine-tuned on a 100K DeepSeek
reasoning-trace subset from SYNTHETIC-1, and is then further optimized with GRPO on 5K examples
from the same training set used for AskR. The vision-language baseline is trained similarly: it is first
supervised fine-tuned on 25K reasoning traces from LONGPERCEPTUALTHOUGHTS, followed by
GRPO on 5K examples, again using the same training set as AskR. All results are averaged over 8
independent sampling trials per problem.

5.2 Does Learning to Ask Improve Test-Time Reasoning?

Table 2 reports results across six language-only and vision-language benchmarks, highlighting three
main observations:

(1) Prompting alone provides limited improvements. Prompting-based approaches yield modest
and sometimes inconsistent gains, especially on vision-language benchmarks. This suggests that
additional test-time computation alone is insufficient; effective reasoning also requires a reliable
signal to guide that computation.

(2) AskR-guided reasoning outperforms PRM guidance under matched optimizers. Under
matched optimizers, replacing PRM guidance with AskR consistently improves both language-only
and vision-language performance, by +5.63, +6.55, and +9.18 points under BoN, TPO, and TMPC,
respectively. Even with simple BoN, AskR surpasses the strongest value-model-guided baseline,
VM + PF, by +2.94 points on average. The gap also persists with a larger PRM training budget:
Appendix F.3 shows that PRM remains behind AskR when trained on 30K examples, six times the
AskR training budget.



Table 2: Main results on the LLM/VLM benchmarks (mean accuracy over 8 independent trials; an
expanded table with standard deviations is provided in Appendix F). AskR rows are highlighted in
blue. Bold denotes the best in each column, and underlining denotes the second best.

Language-only

Vision-language

Method MMLU-Pro LAB-Bench SciEval Avg. \ V#*Bench MMStar CV-Bench  Avg.
Training-based reference

RLVR 64.19 33.75 6878 5557 | 79.50 60.93 7291 71.11

Prompting-based

CoT 55.75 32.63 48775  45.71 72.50 59.13 68.47 66.70

L2M 56.70 29.80 4323  43.24 72.94 55.21 68.96 65.70

ToT 54.00 33.72 4327  43.66 75.06 60.53 66.25 67.28

Self-Refine 57.21 33.53 59.53 50.09 73.53 57.00 66.34 65.62

Value-model (VM)-guided methods

VM + VGS 55.36 32.20 48770  45.42 71.24 61.83 74.60 69.22

VM + PF 61.03 31.89 51.99  48.30 78.14 61.05 71.74 70.31
BoN (matched optimizer)

PRM + BoN 58.40 30.49 49.67  46.19 72.75 58.80 69.54 67.03

AskR + BoN 61.23 35.05 65.43 53.90 77.48 61.73 72.53 70.58
TPO (matched optimizer)

PRM + TPO 56.18 29.70 48.50  44.79 78.01 42.66 72.46 64.38

AskR + TPO 60.61 33.19 63.10  52.30 76.43 62.40 71.07 69.97

TMPC (matched optimizer)
PRM + TMPC 60.30 31.17 47.86  46.44 75.78 58.40 66.98 67.05
AskR + TMPC 63.76 37.29 7045 5717 84.37 63.23 76.43 74.68

Table 3: Performance of AskR before and after training across BoN, TPO, and TMPC (section 4
training). Small numbers in brackets denote the change relative to trained AskR.

Language-only \ Vision-language

Optimizer AskR MMLU-Pro LAB-Bench  SciEval Avg. \ V*Bench MMStar CV-Bench Avg.
BoN After Training 61.23 35.05 65.43 53.90 77.48 61.73 72.53 70.58
Before Training  60.06 (-1.17)  34.52 (-0.53)  64.15 (-1.28) 52.91 (-0.99) | 75.82 (-1.66) 58.83 (-2.90) 71.57 (-0.96) 68.74 (-1.84)
TPO After Training 60.61 33.19 63.10 52.30 76.43 62.40 71.07 69.97
Before Training  60.64 (+0.03)  32.06 (-1.13)  63.86 (+0.76) 52.19 (-0.11) | 74.94 (-1.49) 59.94 (-2.46) 69.57 (-1.50) 68.15 (-1.82)
TMPC After Training 63.76 37.29 70.45 57.17 84.37 63.23 76.43 74.68
Before Training  59.23 (4.53)  33.43 (:3.86) 66.53 (-3.92) 53.06 (-4.10) | 80.65 (-3.72)  60.96 (-2.27) 72.53 (-3.90) 71.38 (-3.30)

(3) Stronger test-time optimization allows AskR-guided reasoning to surpass RLVR. When
paired with TMPC, AskR outperforms RLVR by +2.58 points on average across the six benchmarks,
despite leaving the backbone reasoner frozen and requiring substantially less training data. This
shows that AskR’s coupled trajectory structuring and intrinsic-reward guidance can redirect test-time
computation effectively enough to compete with, and even exceed, training-based improvements to
the reasoner itself.

5.3 Does Learning to Ask Matter Across Test-Time Optimizers?

We next assess the contribution of learning the questioning policy by comparing AskR after training
against the same question generator before AskR-specific training” while keeping the rest of the
test-time pipeline unchanged. Table 3 shows that training improves average performance under all
three optimizers, with consistent gains under BoN and the largest benefit under TMPC; gains under
TPO are smaller and more variable. These results indicate that AskR’s gains do not arise merely
from introducing a SubQA interface or additional self-verification at inference time. Rather, learning
what to ask jointly shapes the SubQA trajectories and the induced intrinsic reward used for test-time
optimization, with the benefit becoming especially pronounced for stronger optimizers. Illustrative
examples of AskR on text and vision reasoning are provided in Appendix G.

2AskR (Before Training) denotes the pretrained question-generator initialization before AskR-specific GRPO training, with
the same SubQA interface and test-time pipeline.



Table 4: Generalization across model families. AskR consistently outperforms CoT and RLVR on
both Qwen3-4B and Gemma3-4B, demonstrating generalization across model families.

Language-only | Vision-language
Backbone Method MMLU-Pro LAB-Bench SciEval Avg. \ V*Bench MMStar CV-Bench Avg.
CoT 69.60 34.98 71.60 58.73 82.72 66.00 58.50 69.07
Qwen3-4B AskR + TMPC 78.42 44.83 76.46  66.57 84.50 70.33 66.00 73.61
RLVR 73.98 36.50 76.15  62.21 80.10 68.50 59.85 69.48
CoT 41.24 26.50 58.50  42.08 36.65 52.50 27.50 38.88
Gemma3-4B AskR + TMPC 4745 32.73 64.62  48.27 46.21 58.31 34.50 46.34
RLVR 45.92 26.00 63.50 45.14 37.17 54.50 26.00 39.22

5.4 Does AskR Generalize Across Model Families and Scales?

Table 2 uses Qwen2.5-7B as the backbone, raising the question of whether the effectiveness of AskR
depends on a particular model family or model scale. We examine these two dimensions separately:

Generalization across model families. Table 4 evaluates AskR on Qwen3-4B and Gemma3-4B,
testing whether the effectiveness of our approach extends beyond the Qwen2.5 backbone used in
the main experiments. AskR + TMPC consistently outperforms both CoT and RLVR across all six
benchmarks for both backbones. Relative to CoT, AskR improves the average performance from
63.90 to 70.09 on Qwen3-4B (+6.19 points) and from 40.48 to 47.30 on Gemma3-4B (+6.82 points).
It also exceeds RLVR by +4.24 and +5.12 points on Qwen3-4B and Gemma3-4B, respectively. These
results indicate that the benefits of learning to elicit intrinsic rewards are not specific to the Qwen2.5
backbone and extend to both a newer Qwen generation and a different model family.

Generalization across model scales. We next ex-

amine whether a single learned AskR remains effec-

tive as the backbone reasoner scales. Keeping AskR L0 -
fixed to Qwen3-4B, we vary the Qwen3 reasoner § el T 68.14
from 1.7B to 32B, and also report AskR before ‘é 60 64.96
training to isolate the effect of training. Figure 3 )

reports the average accuracy across MMLU-Pro, %

LAB-Bench, and SciEval; per-benchmark results § 50 611 —&— CoT

are in Appendix F.1 (Table 6). AskR + TMPC im- < a2 KR (Refore training)
proves over CoT at every scale, from +9.96 points 40 . . o ( o ramm?)

at 1.7B to +4.70 at 32B, whereas AskR before train- 178 4B 88 14B 328

: X : . Qwen3 R Scal
ing gains at most +1.69, showing that the improve- wons Teasoner seate

ment comes from the learned questioning policy  Fjgure 3: Performance of CoT and AskR before
rather than the SubQA interface alone. An AskR  an( after training under TMPC when keeping

trained at small scale thus transfers to substantially  the AskR fixed to Qwen3-4B and varying only
larger reasoners, with diminishing but consistently the reasoner scale.

positive benefit.

5.5 Does AskR Training Align Intrinsic Reward with Final Correctness?

A useful intrinsic reward should be predictive of
final-answer correctness. On all evaluation exam-
ples used in our experiments for language-only rea-
soning, we measure Pearson correlation, Spearman
correlation, and AUROC between the intrinsic re-
ward 74 (x, 7) and final-answer correctness V(¢, y)
before and after AskR training. Figure 4 reports
the macro-average across the three benchmarks,
showing consistent improvements. Appendix F.2
provides the corresponding per-benchmark before- Pearson Spearman AUROC Pearson Spearman AUROC
and-after results and further shows that the improve- Qwen2.5-7B Qwen3-4B

ment arises from the correctness-aligned objective,

rather than simply training AskR to ask questions Figure 4: Reward—correctness alignment before
that make the original task easier. and after AskR training.

Il AskR (Before training) AskR (After training) --- AUROC chance
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6 Conclusion

We introduced AskR, a learning-to-ask framework for eliciting useful intrinsic rewards from a
fixed LLM reasoner. Rather than learning an external reward model over intermediate states, AskR
structures reasoning into SubQAs and learns which questions to ask so that the reasoner’s own
self-verification becomes more predictive of final-answer correctness. Our results show that this
correctness-aligned intrinsic reward consistently improves test-time reasoning across multiple opti-
mizers, remains effective across model families, transfers across reasoner scales with a fixed learned
AskR. More broadly, AskR suggests a complementary route to stronger test-time reasoning: instead
of learning a better reasoner or reward model, learn how to expose reasoning so that the model’s
existing verification capability becomes useful for guiding computation.

Reproducibility statement

The methodology is described in Section 4. All training datasets and evaluation benchmarks used
in our experiments are publicly available. The experimental setup is summarized in Section 5.1,
with detailed descriptions of the training datasets, benchmark composition, and evaluation settings
provided in Appendix D. We provide comprehensive implementation details, including prompt
templates, training hyperparameters, baseline configurations, and inference procedures for the test-
time optimizers, in Appendix E.
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A Guide to the Appendix

1. Sec. B discusses the limitations of AskR and several directions for future work.

2. Sec. C analyzes the token—accuracy trade-off of AskR against PRM-guided and other
test-time methods.

3. Sec. D describes the training datasets and the public evaluation benchmarks considered in
this work.

4. Sec. E provides implementation details, including prompting templates, training settings,
and inference procedures for AskR, the baselines, and the test-time optimizers.

5. Sec. F reports additional experimental analyses, including generalization across reasoner
scales, an ablation on the AskR training objective, an analysis of scaling the PRM training
budget and main results with standard deviations.

6. Sec. G provides AskR examples for text and vision-language reasoning.

B Limitations and Future Work

AskR has several limitations that suggest directions for future work. First, training AskR still requires
verifiable final-answer supervision to align the elicited intrinsic reward with task success. Our
experiments therefore focus on reasoning tasks with reliable outcome verification; extending AskR to
open-ended or subjective tasks will require alternative forms of outcome-level supervision.

Second, although AskR transfers from its training corpora to multiple held-out benchmarks and
remains effective across model families and reasoner scales, we have not established robustness under
substantially different domains, reasoning formats, or heterogeneous reasoners without retraining the
asker. Broader cross-domain transfer therefore remains an important direction for future work.

Third, AskR requires an additional learned questioning component and introduces extra inference
cost from sub-question generation, SubQA reasoning, self-verification, and test-time optimization.
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Table 5: Token—-accuracy efficiency on MMLU-Pro. Input and output denote per-sample token
counts, and Total Tokens is their sum. AAcc. and ATokens are measured relative to CoT. Gain / 1K
Extra Tokens measures the accuracy improvement obtained per additional 1K inference tokens. The
metric is omitted for L2M because it uses fewer tokens than CoT.

Method Acc. Input Output Total Tokens AAcc. ATokens Gain/ 1K Extra Tokens
CoT 55.75 291 1,147 1,438 - - -
RLVR 64.19 291 4,084 4,375  +8.44 +2,937 2.87
L2M 56.70 300 840 1,140  +0.95 -298 -
Self-Refine 57.21 684 2,085 2,769  +1.46 +1,331 1.10
ToT 54.00 338 2,265 2,603 -1.75 +1,165 -1.50
VM + VGS 55.36 4,050 2,429 6,479 -0.39 +5,041 -0.08
VM + PF 61.03 4214 2,768 6,982  +5.28 +5,544 0.95
PRM + BoN 58.40 291 6,147 6,438  +2.65 +5,000 0.53
AskR + BoN 61.23 1,083 5,087 6,170  +5.48 +4,732 1.16
PRM + TPO 56.18 1,494 16,312 17,806  +0.43  +16,368 0.03
AskR + TPO 60.61 2,708 29,892 32,600 +4.86  +31,162 0.16
PRM + TMPC 60.30 1,282 11,543 12,825  +4.55 +11,387 0.40
AskR + TMPC 63.76 1,547 15,302 16,849  +8.01  +15411 0.52

Future work could reduce this overhead through adaptive question budgets, early stopping, or more
efficient reuse of intermediate computations.

Finally, our current implementation uses binary SubQA-level self-verification and uniform aggre-
gation into a trajectory-level reward. Exploring richer verification signals or adaptive aggregation
mechanisms may further improve reward quality while preserving AskR’s key advantage of avoiding
a separately trained reward model.

C How Token-Efficient Is AskR at Test Time?

AskR introduces additional stages for sub-question generation and self-verification, which increase
the sequential inference overhead.

We therefore provide a token-based measure that reflects how effectively additional inference compu-
tation translates into task performance. Using CoT as the reference point, we define the marginal
token efficiency of a method m as

Ace(m) — Ace(CoT)

Eﬁtoken (m) = Tokens(m) — TOkQDS(COT)

x 1000, )

where higher values indicate a larger accuracy improvement per additional 1K inference tokens. We
report this analysis on MMLU-Pro in Table 5.

While AskR + TMPC achieves the strongest overall performance, it comes with a higher test-time
cost due to its more intensive iterative optimization. When balancing accuracy and efficiency, AskR +
BoN provides a more favorable operating point, retaining the benefit of the learned intrinsic reward
with a substantially lighter test-time procedure.

Notably, despite using the simpler BoN optimizer, AskR + BoN outperforms all test-time baselines
on average across the six benchmarks. These results show that AskR does not rely on expensive
test-time optimization to be effective: TMPC can be used when maximizing accuracy is the priority,
while BoN provides a strong alternative when inference efficiency also matters.

D Training Dataset and Benchmark details

Training datasets. We use different open reasoning corpora for training the language-only and
vision-language variants of AskR. For the language-only setting, AskR is trained on 5K verifiable
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math and STEM examples drawn from SYNTHETIC-1 (Mattern et al., 2025), an open collection of
verified reasoning traces distilled from DeepSeek-R1.

For the vision-language setting, AskR is trained on 5K examples from LONGPERCEPTU-
ALTHOUGHTS (LPT) (Liao et al., 2025), a synthetic dataset of long reasoning traces designed
for perceptual and vision-centric tasks. In both cases, AskR is trained without using the provided
reasoning traces as supervision; supervision is provided only through final-answer correctness under
the reward-alignment objective.

Benchmarks. Our evaluation suite is organized into two parts: text benchmarks and vision-language
benchmarks.

Text benchmarks. We evaluate AskR on three text benchmarks in total.

1. MMLU-Pro (Wang et al., 2024b) is a more challenging extension of MMLU designed to
reduce saturation and emphasize more reasoning-intensive multi-domain question answering.
We evaluate on full instances from physics, chemistry, computer science, math, biology,
health and engineering subjects.

2. LAB-Bench (Laurent et al., 2024) evaluates research-oriented biology capabilities. We
drop tasks that require visual inputs or external table/paper extraction, therefore dropping
DbQA, FigQA, LitQA2, SuppQA, and TableQA, retaining CloningScenarios, ProtocolQA,
and SeqQA.

3. SciEval (Sun et al., 2024) is a multi-level benchmark for scientific research ability, covering
scientific understanding, analysis, and reasoning across disciplines.

Vision-language benchmarks. We use three core vision-language benchmarks throughout the
main paper:

1. V* Bench (Wu and Xie, 2024) targets visually demanding reasoning problems that require
models to localize and reason over small but task-critical visual evidence, often in high-
resolution or visually cluttered images.

2. MMStar (Chen et al., 2024b) is a carefully curated vision-language benchmark built from
human-selected, vision-indispensable samples, designed to reduce shortcuts from language
priors alone. We select categories from coarse perception, fine-grained perception and
instance reasoning.

3. CV-Bench (Tong et al., 2024) is a vision-centric benchmark introduced with Cambrian-1,
covering a broad range of perceptual and visually grounded reasoning abilities.

E Implementation Details

E.1 Prompting-Based Baselines
E.1.1 Chain-of-Thought Reasoning

For Chain-of-Thought reasoning, we prompt the model to solve the problem step by step and provide
a clear reasoning process before giving the final answer.
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SYSTEM PROMPT =

You are a helpful assistant that solves problems step-by-step.
When given a problem, think through it carefully and show your
reasoning process. Provide a clear, structured solution.
USER_PROMPT = Solve the following problem step by step.

Show your reasoning process clearly.

Problem: {question}

Please provide:

1. Your step-by-step reasoning

2. The final answer in the format: Answer: [Your final answer]
You must use <think> and </think> tags to show your reasoning before
the final answer.

Reasoning: [Your step-by-step thought process]

Answer: [Your final answer]

E.1.2 Tree-of-Thought Reasoning

For Tree-of-Thought reasoning, we prompt the model to explore multiple candidate solution paths,
evaluate them, and then select the most reliable one. We used n_branch = 4 in all evaluations.

SYSTEM_PROMPT =

You are a helpful assistant that solves problems using tree-of-thought
reasoning. Explore multiple solution approaches, evaluate each for
correctness, and select the best one.

USER_PROMPT = Solve the following problem using Tree-of-Thought
reasoning.

Problem: {question}

You must use <think> and </think> tags to show your reasoning before
the final answer.

1. Brainstorm {n_pranches} distinct approaches:

Think of {n_branches} different methods or strategies to solve this
problem (e.g., algebraic, geometric, proof by contradiction, etc.).
2. Develop each approach:

Follow each approach through, showing your step-by-step work for each
branch.

3. Evaluate each branch:

For each branch, check the arithmetic, verify intermediate results,
and assess whether the reasoning is sound and complete.

4. Select the best branch:

Choose the branch with the most correct and complete reasoning.
Answer: [Your final answer]

E.1.3 Least-to-Most Prompting

For Least-to-Most (L2M) prompting (Zhou et al., 2023), we follow the original two-stage procedure.
In the decomposition stage, the model is prompted to produce an ordered list of at most K ,,x = 5
strictly simpler subproblems, where the last subproblem is required to resolve the original problem.
In the sequential solution stage, the subproblems are answered one at a time; each step is conditioned
on the original problem and all previously solved subproblem—answer pairs, and only the final step is
instructed to emit the final answer.

The final answer is extracted from the response to the last subproblem. Per question, this costs
one decomposition generation plus one generation per subproblem, which is why L2M uses fewer
total tokens than CoT in Table 5. Unlike AskR, the decomposer is the frozen backbone itself, no
self-verification is performed, and no reward signal is computed.
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DECOMPOSE_SYSTEM = You are a careful problem decomposer. Break a
complex problem into a minimal ordered list of strictly simpler
subproblems. The last subproblem must, once answered, yield the final
answer to the original problem. Each subproblem should be answerable
using the answers to the prior subproblems.

DECOMPOSE_USER = Problem:

{question}

{options_block}

Produce an ordered list of at most {max_steps} subproblems. Use this
exact format (one per line, nothing else):

SubQl: <first subproblem>

SubQ2: <second subproblem>

Subproblems should be strictly simpler than the original and build on
each other. The last one should resolve the original problem.

SOLVE_STEP_SYSTEM = You are answering one subproblem of a decomposed
problem. Use the previous subproblem-answer pairs as context. Be
concise —-- answer the current subproblem only. Do not re-state the
entire chain.

SOLVE_STEP_USER = Original problem:

{question}

{options_block}

Subproblems and answers so far:

{prior_subg_suba_pairs}

Current subproblem:

{current_subqg}

Answer the current subproblem. {final_answer_hint}

{final_answer_hint} is empty for all but the last subproblem, where it instructs the model to
end with Final Answer: [A single letter] for multiple-choice benchmarks or Final
Answer: \boxed{<answer>} for free-form answers.

E.1.4 Self-Refine

For Self-Refine (Madaan et al., 2023), the model first produces an initial answer using the Chain-of-
Thought prompt in Section E.1.1. It then alternates between two passes for K iterations: a feedback
pass, in which the model critiques its own current response without rewriting it, and a refine pass,
in which the model rewrites the response given the original problem, its previous response, and
the critique. The response after the final refine pass is used as the answer. For vision-language
benchmarks, the image is attached to all three passes so that the critic can see the visual input. Per
question, this costs 1 + 2K generations per trial. As with the other prompting baselines, Self-Refine
uses only the frozen backbone and involves no external reward model, self-verification score, or
training.

FEEDBACK_SYSTEM = You are an expert evaluator. Critique the response
to the given problem. Identify concrete weaknesses: logical errors,
arithmetic mistakes, missing steps, or unsupported claims. Be specific
and constructive. If the answer looks correct, say so and explain why.
FEEDBACK_USER = Problem:

{question}

{options_block}

Response:

{response}

Provide a focused critique of the response. List specific issues,

if any. Do not write a corrected answer here —- just the critique.
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REFINE_SYSTEM = You are a careful reasoner. Given a problem, your
previous response, and a critique of it, write an improved response.
Apply the feedback where appropriate; otherwise stand by your original
reasoning. End with the final answer in the format requested by the
problem.

REFINE_USER = Problem:

{question}

{options_block}

Previous response:

{response}

Critique of previous response:

{feedback}

Write the improved response below. Show your reasoning, then give the
final answer.

{final_answer_hint}

E.2 Process Reward Models and Value Models

The prompts for reasoners with PRM and VM are the same as those used for Chain-of-Thought
prompting. For the language-only baselines, we train the PRM and VM on the same 5K
SYNTHETIC-1 (Mattern et al., 2025) problems used to train AskR. For the vision-language
baselines, we analogously use the same SK LONGPERCEPTUALTHOUGHTS (Liao et al., 2025)
examples used for the vision-language AskR.

Rollout collection and step-level labeling. For each training problem x with verifiable answer y,
we sample M = 16 complete CoT solutions from the frozen reasoner using the CoT prompt with
the inference-time decoding settings (temperature 0.8, top-p 0.95). Each solution is segmented into
intermediate states s, ..., s at 256-token boundaries, matching the block size used by VGS and PF
at inference. To label each intermediate state without human annotation, we follow the Monte Carlo
estimation: from every prefix s<;, we sample M’ = 8 independent continuations from the frozen
reasoner, run each to completion, and check its final answer with the task verifier. This yields, for
every prefix, an empirical success rate

M/
1
j=1

which measures how often the reasoner reaches the correct answer when continuing from that prefix.
Labels are therefore grounded in the reasoner’s own downstream behavior rather than inherited from
a single trajectory’s terminal outcome, which would conflate early correct steps with later errors.

Value model (VM). The VM regresses V(sSt) directly: given a prefix, the scalar head (passed
through a sigmoid) is trained with a mean-squared-error loss against the empirical success rate. The
VM thus estimates the expected final correctness of a partial solution, which is exactly the quantity
VGS and PF use to rank partial trajectories.

Process reward model (PRM). The PRM instead classifies whether each individual step is correct.
We binarize the same Monte Carlo estimates with the hard-estimation rule of Math-Shepherd: step s;
is labeled correct (z; = 1) if V(sSt) > 0, i.e., at least one continuation from that prefix reaches the
correct answer, and incorrect (z; = 0) otherwise. Because a prefix that has already gone wrong cannot
recover, once a step is labeled incorrect all subsequent steps in that solution are labeled incorrect as
well. The PRM is trained with a binary cross-entropy loss on z; at every step position.

Labeling cost. This labeling procedure is substantially more expensive than training AskR: per
training problem it requires M full solutions plus A/’ continuations from every intermediate prefix,
i.e.,, M x T x M’ additional rollouts where T is the mean number of steps, compared with the 8
rollouts per problem used to train AskR with GRPO. We report this to make clear that the PRM/VM
baselines are not under-resourced: they receive strictly more supervision signal per problem than
AskR, and Appendix F.3 further shows that giving the PRM six times more problems does not close
the gap.
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In the text-only setting, both PRM and VM are initialized from Qwen2.5-7B-Instruct. Inthe
vision-language setting, we use Qwen2.5-VL-7B-Instruct as the backbone. All models are
fine-tuned for 3 epochs with a per-device batch size of 4 and 8 gradient accumulation steps with
AdamW optimizer, resulting in an effective batch size of 32. We set the learning rate to 2 x 10~5 and
use a warmup ratio of 0.1.

E.3 AskR Prompting

E.3.1 Prompts for sub-questions generation

SYSTEM PROMPT = You are a helpful assistant that breaks down complex
problems into simpler sub-questions.

When given a problem, decompose it into a chain of sub-questions that,
when answered sequentially, will lead to the final answer.
USER_PROMPT = Break down the following problem into a chain of
sub—-questions. Each sub-question should:

1. Be simpler than the original problem

2. Build upon previous sub-questions

3. Lead step-by-step toward the final answer

4. Be answerable independently

Problem: {question}

Please generate N sub-questions in the following format,

you should decide how many N by yourself (But N <= {max_subgs_len}):
SubQl: [First sub-question]

SubQ2: [Second sub-question]

SubQ3: [Third sub-question]

SubQ4: [Fourth sub-question]

SubQ5: [Fifth sub-question]

Only output the sub-questions, one per line, in the format

"SubQN: [question]".

E.3.2 Prompts for sub-answers generation

SYSTEM PROMPT = You are a helpful assistant that solves complex
problems by breaking them down into sub-questions.

Answer each sub-question clearly and concisely, then use all the
sub—-answers to provide the final answer.

USER_PROMPT = Original Problem: {question}

To solve this problem, answer the following sub-questions one by one.
Each answer should be clear and concise.

Sub-Questions:

{subqg_list_previously_generated}

Please provide your response in the following format:

SubAl: [Your answer to the first sub-question]
SubA2: [Your answer to the second sub-question]
SubA3: [Your answer to the third sub-question]

(continue for all sub—questions)
After answering all sub-questions,
synthesize the information to provide the final answer:
Answer: [Your final answer]
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E.3.3 Prompts for intrinsic rewards generation

SYSTEM PROMPT = You are an expert at verifying the correctness of
reasoning chains. You will evaluate all sub-questions and sub-answers
simultaneously to assess their collective quality.

USER _PROMPT = Original Problem: {original_ question}

Reasoning Chain (All SubQ-SubA pairs):

{subga_text}

Task: Evaluate the correctness of EACH sub-answer in the context of
the entire reasoning chain.

For each SubQ-SubA pair, assess:

1. Relevance: Does the sub-answer directly address sub-question?

2. Correctness: Is the sub-answer factually accurate?

3. Completeness: Does the sub-answer provide sufficient information?
4. Consistency: Is the sub-answer consistent with other sub-answers
in the chain?

Provide your analysis in the following format:

For each SubQ-SubA pair (1, 2, 3, ...), analyze its correctness
considering the entire chain.
VERDICTS:

Provide one verdict per line in the exact format:
SubQ 1: [true/false]
SubQ 2: [true/false]
SubQ 3: [true/false]

Where "true" means the sub-answer is correct and "false" means it is
incorrect or problematic.

E.3.4 Training Details

We adopt Qwen?2 .5-7B-Instruct and Qwen2.5-VL-7B-Instruct asthe backbone models
for the question generator in the language-only and vision-language settings, respectively. For the
model-family and model-scale experiments in Section 5.4, the question generator is instead initialized
from Qwen3-4B or Gemma 3-4B. In the scale experiments, the Qwen3-4B AskR is trained once
and reused unchanged across all reasoner sizes. Training is conducted on a single NVIDIA RTX PRO
6000 Blackwell Max-Q Workstation Edition GPU, and the implementation is based on the Unsloth
library (Han and Han, 2023).

The GRPO-based question generator is optimized on 5K verifiable problems: math and STEM
problems from SYNTHETIC-1 (Mattern et al., 2025) for the language-only setting, and examples
from LONGPERCEPTUALTHOUGHTS (Liao et al., 2025) for the vision-language setting. We use
8 rollouts per prompt for GRPO training. Regardless of backbone or modality, all AskR models
are trained with the same hyperparameters: 2 epochs, a per-device batch size of 4 with 8 gradient
accumulation steps (effective batch size 32), the AdamW optimizer, FP16 precision, a learning rate of
2 x 10~?, a warmup ratio of 0.1, KL regularization coefficient 3 = 0.0, token-level clipped surrogate
of DAPO (Yu et al., 2025) and gradient clipping with a maximum gradient norm of 1.0. We train
with LoRA using rank = 32 and scaling factor o = 64. For sub-question generation, the question
generator is constrained to produce at most 10 sub-questions.

E.4 Inference Details for Different Test-Time Optimizers

All methods are evaluated with 8 independent trials per problem (i.e., 8 final answers generated),
using sampling temperature=0.8 and top-p=0.95. The final result score is the average of 8 trials.

E.4.1 Best-of-N (BoN)

BoN is the simplest optimizer we consider and involves no iterative refinement. For each trial, N = 8
candidate responses are sampled independently from the reasoner, each is scored by the reward, and
the highest-scoring candidate is returned as the final answer.
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BoN-AskR. AskR first generates a SubQ sequence Q for the problem x; the reasoner my then
produces N candidate SubQA trajectories conditioned on Q, each scored by the intrinsic reward
r¢(z,T) in Eq. 4. The candidate with the highest r, is selected.

BoN-CoT-RM. N chain-of-thought responses are sampled with the CoT prompt in Section E.1.1
and scored by the externally trained PRM; the highest-scoring response is selected. This variant
replaces AskR’s intrinsic reward with an external reward model under the same selection rule.

E.4.2 Textual Model Predictive Control (TMPC)

We evaluate two TMPC variants that iteratively refine reasoning over D = 3 iterations, each
generating N = 8 candidate responses per iteration.

TMPC-AskR. At each iteration, AskR g4 produces a fixed set of sub-questions Q for the input
problem x. The reasoner 7y then generates IV candidate SubQA trajectories conditioned on Q, each
scored by the intrinsic reward r4(z, 7) defined in Eq. 4. We define a candidate as high-quality if
it ranks among the top-3 candidates by r4; candidates failing either condition are discarded. Each
high-quality trajectory is parsed into its constituent sub-question—answer pairs, which are stored in a
SEGMENTEDBUFFER partitioned into opening, middle, and ending slots according to their position
in the trajectory. The buffer accumulates across iterations, so segments selected in earlier iterations
remain available alongside newly added ones. Its content is injected as in-context guidance into the
next iteration’s prompt, steering subsequent generations toward SubQA patterns that received high
intrinsic reward. After D iterations, a final rollout produces the answer. Throughout, 7y is the only
signal used for selection; no ground-truth labels are involved at inference time.

TMPC-CoT-RM. This variant follows the same iterative structure but operates on chain-of-thought
responses rather than SubQA trajectories. At each iteration, N CoT responses are generated and
scored by the externally trained PRM; responses that rank in the top-3 under the PRM are treated as
high-quality, and their reasoning steps are stored and injected via the same accumulating SEGMENT-
EDBUFFER. This baseline thus replaces AskR’s intrinsic reward with an external reward model while
keeping the optimizer identical.

E.4.3 Test-Time Preference Optimization (TPO)

TPO aligns model outputs with a reward model at inference time without updating model weights.
Instead of gradient descent on parameters, TPO performs optimization in textual form: the model
iteratively critiques and revises its own responses guided by reward signals.

Each TPO round proceeds as follows. First, /N candidate responses are sampled and scored by
the reward model, identifying a chosen and a rejected response. Then, for D revision rounds: (i)
the model critiques the chosen vs. rejected pair to produce a textual loss; (ii) converts the critique
into improvement instructions (textual gradient); (iii) generates N new candidates guided by these
instructions; and (iv) rescores and updates the chosen/rejected pair. The highest-scoring response
across all iterations is returned.

We run 8 independent TPO trials per question. With N = 8 candidate per iteration and D = 3
revision rounds.

TPO-AskR. Candidate responses are structured QA trajectories, scored by the intrinsic reward
r¢(z,7) in Eq. 4. The textual critique and gradient steps operate over sub-question—answer pairs
rather than free-form CoT.

TPO-CoT-RM. Candidate responses are chain-of-thought responses scored by an external reward
model, serving as a baseline that replaces AskR’s intrinsic reward with an external reward model.

E.4.4 Value-Guided Search (VGS)

VGS (Wang et al., 2025a) performs beam search at the block level (e.g., 256-token), guided by a
value model. At each step, every active beam is expanded into W = 8 candidate continuations,
scored by the value model, and the top-B = 3 beams are retained. The total generation budget per
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search step is B x W = 24 candidates. The final answer is selected via Weighted Majority Voting
(WMYV) over completed beams, using value model scores as weights.

We evaluate the CoT with value model, where candidate continuations are chain-of-thought reasoning
blocks scored by an externally trained value model.

E.4.5 Particle Filtering (PF)

PF (Puri et al., 2025) maintains N = 8 particles (partial reasoning trajectories) and refines them
via Sequential Monte Carlo sampling. At each block-level step (e.g., 256 tokens), each particle
generates one block of tokens, all particles are scored by a value model, and particles are resampled
via softmax-weighted multinomial sampling. We evaluate CoT with PF using an externally trained
value model.

E.5 Training Details of RLVR Fine-Tuning

Following the training setup of AskR, we wuse OQwen2.5-7B-Instruct and
Qwen?2.5-VL-7B-Instruct asthe backbone models for the RLVR baseline in the language-only
and vision-language settings, respectively. Training is conducted on a single NVIDIA RTX PRO
6000 Blackwell Max-Q Workstation Edition GPU, and the implementation is based on the Unsloth
library (Han and Han, 2023).

For the Qwen2.5 backbones, RLVR training proceeds in two stages. We first perform supervised
fine-tuning (SFT) on reasoning traces: 100K math and STEM long chain-of-thought traces from
SYNTHETIC-1 (Mattern et al., 2025), constructed by DeepSeek-R1 (Guo et al., 2025), for the
language-only model, and 25K reasoning traces from LONGPERCEPTUALTHOUGHTS (Liao et al.,
2025) for the vision-language model. We then further optimize each model with GRPO on 5K
verifiable problems drawn from the same source as its SFT data (SYNTHETIC-1 for language-only,
LONGPERCEPTUALTHOUGHTS for vision-language). Note that the GRPO training set is identical to
the one used to train AskR in the corresponding setting, so RLVR and AskR see the same verifiable
problems; RLVR additionally consumes the SFT traces, which AskR does not use.

For the model-family experiments in Section 5.4, the RLVR baselines are trained from Qwen3-4B
and Gemma 3-4B using the GRPO stage only, without the preceding SFT stage, since both backbones
are already released with reasoning capabilities; the GRPO data and hyperparameters are otherwise
identical to those above.

Both the text-only and vision-language models are trained with the same hyperparameters. SFT runs
for 3 epochs in BF16; GRPO runs for 2 epochs in FP16 with 8 rollouts per prompt. Both stages use a
per-device batch size of 4 with 8 gradient accumulation steps (effective batch size 32), the AdamW
optimizer, a learning rate of 2 x 1075, a warmup ratio of 0.1, and gradient clipping with a maximum
gradient norm of 1.0. The KL regularization coefficient 5 in GRPO is set to 0.0.

F Additional Results

F.1 Generalization Across Reasoner Scales

To examine whether AskR generalizes across backbone scales, we fix the AskR to Qwen3-4B and
use it to steer Qwen 3 reasoners ranging from 1.7B to 32B under TMPC. CoT with the same reasoner
serves as the reference, and we additionally report the same AskR before training, using the identical
SubQA interface, to isolate the contribution of training. Results are reported in Table 6. Trained
AskR + TMPC consistently improves over CoT on every benchmark and at every reasoner scale,
including reasoners substantially larger than the fixed 4B AskR. The average improvement decreases
monotonically as the reasoner becomes stronger, from +9.96 points at 1.7B to +4.70 points at 32B,
while remaining positive throughout. In contrast, AskR before training provides only marginal and
inconsistent gains over CoT (+0.43 to +1.69 points on average, and below CoT on some individual
benchmarks), and trained AskR outperforms it by +3.79 to +8.27 points at every scale. These results
show that the trained AskR is not tied to the scale of the reasoner used during training, and that the
benefit stems from the learned questioning policy rather than from the SubQA interface itself: a
single 4B AskR can be reused to guide a family of reasoners from 1.7B to 32B, with diminishing
additional gains as the underlying reasoner becomes stronger.

24



Table 6: Generalization across reasoner scales. A single AskR initialized from Qwen3-4B is reused
to guide Qwen3 reasoners ranging from 1.7B to 32B under TMPC. CoT with the same reasoner
serves as the reference, and the before-training variant uses the same SubQA interface. AskR after
training + TMPC improves over both on every benchmark and at every reasoner scale.

Reasoner Method MMLU-Pro LAB-Bench SciEval Avg.
CoT 45.76 19.00 68.50 44.42
Qwen3-1.7B  AskR (Before Training) + TMPC 47.14 21.75 69.43  46.11
AskR (After Training) + TMPC 57.43 33.33 7238 54.38
CoT 69.60 34.98 71.60  58.73
Qwen3-4B AskR (Before Training) + TMPC 73.57 35.46 72.14  60.39
AskR (After Training) + TMPC 78.42 44.83 76.46  66.57
CoT 75.11 36.82 72.14  61.36
Qwen3-8B AskR (Before Training) + TMPC 76.29 38.72 7343 6281
AskR (After Training) + TMPC 80.29 44.33 78.29 67.64
CoT 77.43 43.03 74.43  64.96
Qwen3-14B  AskR (Before Training) + TMPC 79.57 45.33 74.00  66.30
AskR (After Training) + TMPC 82.86 47.27 80.14  70.09
CoT 80.62 45.98 77.84  68.14
Qwen3-32B  AskR (Before Training) + TMPC 80.29 45.71 79.71  68.57
AskR (After Training) + TMPC 84.70 48.85 84.97 72.84

Table 7: Per-benchmark reward—correctness alignment before and after AskR training. Metrics are
computed between the trajectory-level intrinsic reward and binary final-answer correctness on all
evaluation examples used for each benchmark.

Backbone / Stage Metric MMLU-Pro LAB-Bench SciEval

Pearson 0.1214 0.1413 0.1823
Qwen2.5-7B / Before =~ Spearman 0.0213 0.0922 0.1559
AUROC 0.5101 0.5542 0.5791
Pearson 0.4731 0.3832 0.4512
Qwen2.5-7B / After Spearman 0.4310 0.2898 0.4244
AUROC 0.7601 0.6142 0.7591
Pearson 0.1053 0.2374 0.1392
Qwen3-4B / Before Spearman 0.1201 0.2487 0.0914
AUROC 0.5742 0.6232 0.5901
Pearson 0.5531 0.4218 0.5513
Qwen3-4B / After Spearman 0.5013 0.4074 0.4381
AUROC 0.7961 0.6401 0.7848

F.2 Ablation on the AskR Training Objective: Intrinsic Reward Alignment vs. Direct Task
Optimization

Per-benchmark reward-correctness alignment. To complement the macro-averaged results in
Figure 4, Table 7 reports reward—correctness alignment separately on the full evaluation sets of
MMLU-Pro, LAB-Bench, and SciEval, both before and after AskR training. We compute Pearson
correlation, Spearman correlation, and AUROC between the trajectory-level intrinsic reward r4(x, )
and binary final-answer correctness V(¢,y). AskR training improves all three metrics across all
three benchmarks for both Qwen2.5-7B and Qwen3-4B, showing that the improvement in reward
alignment is consistent across benchmarks rather than driven by a single dataset.

Correctness-aligned reward vs. direct task optimization. AskR is trained with the correctness-
aligned objective in Eq. 5, which couples the intrinsic reward r, with the signed final-answer
outcome. This objective is fundamentally different from directly training AskR to maximize final-
answer correctness V' (¢, y). The latter rewards questions whenever they help the reasoner solve the
original task, and therefore encourages AskR to learn useful decompositions or sub-questions that
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Table 8: Ablation on the training reward. AskR trained with the correctness-aligned reward (Eq. 5)
versus answer correctness alone (the RLVR objective applied to the AskR).

Backbone Training reward MMLU-Pro LAB-Bench SciEval Avg.
Correctness-aligned (Eq. 5) 63.76 37.29 7045 57.17
Qwen2.5-7TB 1 swer correctness only 59.08 33.47 68.53  53.69
Qwen3-4B Correctness-aligned (Eq. 5) 78.42 44.83 76.46  66.57
Answer correctness only 71.98 40.03 73.54  61.85

Table 9: Effect of PRM training budget. All rows use TMPC as the test-time optimizer. PRM-5K
and AskR-5K are the TMPC rows of Table 2, trained on matched SK budgets. PRM-30K increases
the PRM training set to 30K examples (six times the AskR budget) while AskR remains at 5K.

Language-only \ Vision-language
Reward MMLU-Pro LAB-Bench SciEval Avg. \ V*Bench MMStar CV-Bench Avg.
PRM-5K 60.30 31.17 47.86 46.44 75.78 58.40 66.98 67.05
PRM-30K 60.23 28.49 5195 46.89 77.80 57.31 68.64 67.91
AskR-5K 63.76 37.29 7045 57.17 84.37 63.23 76.43 74.68

directly make the problem easier. In contrast, our objective does not optimize the questions for task
solving alone. Instead, it trains AskR to induce reasoning states for which self-verification is aligned
with final-answer correctness: high intrinsic reward should be associated with successful trajectories,
whereas the same signal should be suppressed on unsuccessful ones.

We compare these two objectives on Qwen?2 . 5-7B and Qwen3-4B, while holding all other factors
fixed. Both variants optimize AskR with GRPO under identical hyperparameters, and both are
evaluated at test time with TMPC using the same intrinsic reward r. Thus, the comparison isolates
whether it is sufficient to learn questions that directly improve task solving, or whether the questions
must instead be trained to make self-verification a reliable reward signal. Results are reported in
Table 8. The correctness-aligned objective outperforms direct final-answer optimization on every
benchmark for both backbones. This gap shows that learning to ask helpful questions is not sufficient:
questions that make the original problem easier do not necessarily produce self-verification signals
that are informative for guiding test-time optimization. Rather, AskR learns a reasoning interface
that jointly structures the SubQA trajectory and elicits a self verification signal aligned with final
correctness. These two effects are coupled by design rather than independently optimized.

F.3 Scaling the PRM training Budget

Here, we test whether AskR’s advantage can be explained by limited PRM training data. We
increase the PRM training set from 5K to 30K examples, which is six times the training budget
used by AskR, while keeping the AskR training budget fixed at SK. All variants are evaluated on
Qwen?2.5-7B-Instruct and Qwen2.5-VL-7B-Instruct under the same TMPC test-time
optimizer. As shown in Table 9, increasing the PRM training budget to 30K improves the average by
only +0.65 points. Despite using six times more training examples, PRM-30K remains substantially
behind AskR-5K on every benchmark. These results indicate that AskR’s advantage over PRM
guidance is not a consequence of a restricted PRM training budget; the learned intrinsic reward
remains substantially more effective even when the PRM is given considerably more supervision.

F.4 Main Results with Standard Deviations
Table 10 provides an expanded version of Table 2, reporting mean =+ standard deviation across

8 independent inference sampling trials. These standard deviations characterize inference-time
sampling variability, rather than variability across independently trained checkpoints.
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Table 10: Main results with mean =+ standard deviation over 8 independent inference sampling trials
per problem. Rows and columns match Table 2.

Language-only | Vision-language
Method MMLU-Pro LAB-Bench SciEval Avg. | V*Bench MMStar CV-Bench Avg.
Training-based reference
RLVR 64.19 +0.33 33.75+1.45  68.78 +0.23  55.57 +0.50 ‘ 79.50 +1.94  60.93 +1.00 72911062 T1.11+0.76
Prompting-based
CoT 55.75 +0.22 32.63 001 48754028 45714033 | 72.50+2.15  59.13+1.66 68.47 +0.s3  66.70 +0.95
L2M 5670 40.31 2980 +0.88 4323 +0.43 4324 +0.34 72.94 +2.01 55421 +1.40 6896 +0.92 6570 +0.87
TOT 5400 +0.30 3372 +1.20 4327 +0.30 4366 +0.42 75.06 +1.90 60453 +1.50 6625 +0.80 6728 +0.85
Self-Refine 57.21 x0.41 33.53 +1.02 59.53 +o0.33 50.09 +o.38 73.53 £2.30 57.00 +1.89 66.34 +0.90 65.62 +1.04
Value-model (VM)-guided methods
VM + VGS 55.36 +0.21 32204153 48.70x0.4a 45421054 | 71.24 1150 61.83+x1.50 74.60+0.75 69.22 1052

VM + PF 61.03 +0.60 31.89+0.96  51.99+0.4a 48302040 | 78.14+1.70 61.05+1.40 71.74 1070 7031 x0.77

BoN (matched optimizer)
PRM + BON 5840 +0.55 3049 +1.69 4967 +0.40 4619 +0.61 72.75 +1.80 58.80 +1.70 6954 +0.80 6703 +0.87
AskR + BoN 61.23 +0.56 35.05+0.55 6543 +1.05 53.90+0.44 | 7748 to.ar  61.73+1.86 72.53+0.74  70.58 +o0.69

TPO (matched optimizer)
PRM + TPO 56.18 +o.61 29.70 117 4850 +0.4a 4479 1046 | 78.01 £1.70 42.66+1.60 72461075 64.38 £o.s2
ASkR + TPO 6061 +0.60 33 19 +1.20 63 l() +0.40 5230 +0.47 76.43 +1.80 62440 +1.50 7107 +0.70 6997 +0.82

TMPC (matched optimizer)
PRM + TMPC 60.30 +0.55 31.17+1.70  47.86+0.35 46.44 1061 | 7578 £1.60 58.40+1.30 66.98 +0.65 67.05 +o0.72
AskR + TMPC  63.76 +0.29 3729 1147 70451030 5717 ro51 | 84371059 63231056 76.43 10412  74.68 1038

G Qualitative Examples of AskR

G.1 Examples for text reasoning

The following example illustrates this shift on a multi-step geometry problem. Before training,
AskR asks superficially relevant questions, but the sequence contains repetition and misses the key
convexity constraint until too late, leading the trajectory toward an incorrect low-angle solution.

After training, the sub-questions become more structured: AskR first parameterizes the arithmetic
progression, derives the governing equation, enforces convexity, solves for the maximal feasible
step size, and finally verifies that the resulting angles satisfy all constraints. The learned sequence is
therefore not just more detailed; it is better organized around the intermediate checks that determine
correctness.

Question: The degree-measures of the interior angles of convex hexagon TIEBRK are all integers in
arithmetic progression. Compute the least possible degree-measure of the smallest interior angle in
hexagon TIEBRK. Ground truth: 65
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AskR Before Training

SubQ1: What is the sum of the interior angles of a convex hexagon?
SubA1: The sum of the interior angles of a convex hexagon is 720 degrees.

SubQ2: In an arithmetic progression, how can the sum of the six interior angles be expressed in terms of
the first angle and the common difference?
SubAZ2: If the angles are in arithmetic progression, we can denote them as

a, a+d, a+2d, a+3d, a+ 4d, a + 5d,
where a is the first angle and d is the common difference. Their sum is
a+ (a+d)+ (a+2d) + (a+3d) + (a + 4d) + (a + 5d) = 6a + 15d = 720.
Thus,
2a + 5d = 240.
SubQ3: What is the smallest possible value for the common difference if all angles are integers?
SubA3: To minimize a, we need to maximize d. Since
240 — 2a
d= ——
5 9

for d to be an integer, 240 — 2a must be divisible by 5. The smallest possible value for a occurs when
2a = 10, so
a=5 d= 24010 — 46.
5

SubQ4: If the smallest angle is minimized, what are the possible values for the angles of the hexagon?
SubA4: If @ = 5 and d = 46, the angles are

5, 51, 97, 143, 189, 235.
Since 235° is not possible in a convex hexagon, we adjust. The next smallest possible value for a is 10,
giving

10, 54, 98, 142, 186, 230.
Again, this is not valid, so we try a = 15, which gives

15, 57, 99, 141, 183, 225.

All these angles are less than 180°, so the smallest possible degree-measure is 15.
SubQ5: What is the smallest possible degree-measure of the smallest interior angle in hexagon TIEBRK?
SubAS: The smallest possible degree-measure of the smallest interior angle in hexagon TIEBRK is .
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AskR After Training

SubQ1: Given that the degree-measures of the interior angles of hexagon TIEBRK are in arithmetic
progression, express the angles in terms of the first angle and the common difference.
SubA1: The angles can be expressed as

a, a+d, a+2d, a+3d, a+ 4d, a + 5d,

where a is the first angle and d is the common difference.

SubQ2: Write the equation for the sum of the interior angles of a hexagon.
SubA2: The sum of the interior angles of a hexagon is

720°.
SubQ3: Use the sum of the interior angles of a hexagon to find the relationship between a and d.
SubA3: The sum of the angles is
a+ (a+d)+ (a+2d) + (a+ 3d) + (a + 4d) + (a + 5d) = 6a + 15d = 720.

This simplifies to
2a + 5d = 240.

SubQ4: Solve the equation from SubQ3 to find the relationship between the first angle and the common
difference.
SubA4: Rearranging,

24 =240 —5d = a:120—%.
For a to be an integer, d must be even. Let d = 2k, where k is an integer. Then

a =120 — 5k.

SubQS5: What conditions must hold since the hexagon is convex?
SubAS: Since the hexagon is convex, every interior angle must be strictly less than 180°, and the smallest
angle must be positive. Thus,

a>0 and a+ 5d < 180.

SubQ6: Find the largest valid integer value of & such that all angles remain less than 180°.
SubA6: Since d = 2k, the angles are

a, a+ 2k, a+ 4k, a + 6k, a + 8k, a + 10k.
Using a = 120 — 5k, the largest angle must satisfy
a + 10k < 180.
Substituting,

120 -5k + 10k <180 = bBk<60 = k<12

Also,
a=120—-5k >0 = k<24

Hence the largest possible integer is &k = 11.
SubQ7: Compute the corresponding values of a and d.
SubA7: With k = 11,

d=2k =22, a = 120 — 5k = 120 — 55 = 65.

SubQ8: Verify the resulting angles form a valid convex hexagon.
SubAS8: The angles are
65, 87, 109, 131, 153, 175.

They are all integers, they form an arithmetic progression, and each is less than 180°. Therefore, this is
valid.

SubQ9: What is the least possible degree-measure of the smallest interior angle?
SubA9: The least possible degree-measure of the smallest interior angle is .

G.2 Examples for visual reasoning

The next example shows the same effect in vision-language reasoning. Before training, AskR
repeatedly asks variants of essentially the same question (whether a tissue box is present or what its
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color might be), but fails to establish the crucial perceptual evidence first. Because the questioning
is repetitive rather than diagnostic, self-verification has little useful structure to work with. After
training, AskR adopts a more effective order: it first inventories salient objects in the scene, then
localizes the candidate tissue box, then characterizes its appearance, and only then maps that evidence
onto the answer choices. This illustrates the broader pattern we observe in visual reasoning: AskR
learns to first identify the relevant region or object, then interpret it, and finally verify the answer
against the available options.

Question: What is the color of the tissue box? (A) gray (B) white (C) black (D) blue
Ground truth: D

AskR Before Training

SubQ1: Is there a tissue box visible in the image?

SubA1: No, there is no tissue box visible in the image. The image shows a white truck with a trailer and
some greenery in the background.

SubQ?2: If there is a tissue box, what is its color?

SubA2: There is no tissue box in the image, so this question cannot be answered.

SubQ3: Is the color of the tissue box gray?

SubA3: Since there is no tissue box in the image, this question cannot be answered.

SubQ4: Is the color of the tissue box white?

SubA4: Since there is no tissue box in the image, this question cannot be answered.

SubQ5: Is the color of the tissue box black?
SubAS: Since there is no tissue box in the image, this question cannot be answered.

SubQ6: Is the color of the tissue box blue?
SubA6: Since there is no tissue box in the image, this question cannot be answered.
Final Answer: None
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AskR After Training

SubQ1: What objects/features are visible in the image?

SubA1l: The image shows a white truck with the brand “MAN” on the front. There is a tree in the
foreground, some vegetation, and a guardrail in the foreground as well. There is a tissue box visible on the
truck’s dashboard.

SubQ2: Can you identify any objects that resemble a tissue box in the image?
SubAZ2: Yes, there is a small, rectangular object on the dashboard of the truck that resembles a tissue box.

SubQ3: If a tissue box is present, what is its color based on the visible features?
SubA3: The tissue box appears to be a light purple or lavender color.

SubQ4: Considering the options provided, which color best matches the tissue box’s appearance?
SubA4: The color that best matches the tissue box’s appearance is blue.

SubQ5: How does the color of the tissue box compare with the colors of the truck and the surrounding
environment?

SubAS: The truck is white, and the surrounding environment includes green vegetation and a gray guardrail.
The tissue box is a distinct light purple/lavender color, which is different from the truck and the environment.

SubQ6: Does the presence of any other objects in the image provide any additional clues about the color
of the tissue box?

SubA6: No, the presence of other objects in the image does not provide additional clues about the color
of the tissue box. The color of the tissue box is distinct and does not match the colors of the truck or the
environment.

SubQ7: Considering the context of the image and the options provided, can you justify why one answer
choice might be more likely than the others?

SubA7: The color of the tissue box is distinct and does not match the white color of the truck or the green
and gray colors of the environment. The closest match to the tissue box’s color among the given options is
blue.

SubQ8: After carefully analyzing the image and the options, which answer choice do you believe best
represents the color of the tissue box?
SubA8: The best answer choice that represents the color of the tissue box is D (blue).

Final Answer: D
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